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Critical embedded systems deserve the highest level of as-
surance to guarantee that their implementation satisfies
their specification. However, there is often a gap between
the verification effort carried over high-level abstractions

and the source code. To tackle this problem, we propose a 1 Introduction

verification-aware DSL designed to program and prove criti- Deductive verification is commonly used to develop critical
cal embedded software. Our DSL, named Barocq, is minimal embedded software, as it offers robust mathematical guaran-
and purely functional. It makes programs amenable to verifi- tees that an implementation satisfies its specification. Success
cation inside the Rocq proof-assistant. Barocq comes with a stories include the development of trustworthy and efficient
compiler to C that generates efficient and human-readable software, for instance, cryptographic libraries [21] and au-
code. Barocq bridges the gap between the program that is rea- thentication engines [6]. They demonstrate the scalability
soned about and the program that is compiled. A key feature and practicality of this verification methodology. A primary
of Barocq is that its semantics and data-representation are obstacle to the daily use of deductive verification by software
zero-cost abstractions at runtime. This is achieved by enforc- development teams is that they often operate on an abstract
ing, using static analysis, a strict alias-control programming model. Indeed, the verification effort relies on designing new
discipline which enables to compile functional updates as abstractions that facilitate the reasoning and the formula-
imperative in-place mutations. Finally, we demonstrate that tion of relevant properties. Therefore, for software, there is
Barocq has adequate features to write an interesting class of often a verification gap between what is proved and what
critical embedded code, including most components of the is run. The Verified Software Toolchain (VST) [2] approach
S3K microkernel, which can be used as drop-in replacement is to prove properties of Clight programs [4] and use the
for the original C code. CompCert [17] verified compiler. VST requires reasoning

about the subtleties of the C semantics. In particular, ruling
out undefined behaviors, a prerequisite to establish stronger
properties, can already be a time consuming task.

Instead of directly verifying C code, an attractive idea is

CCS Concepts: « Software and its engineering — Do-
main specific languages; Compilers; - Computer sys-
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Microkernels rive a running implementation. For instance, this can be done

using the Rocq prover [24] which features the dependently
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A better approach to develop trustworthy and efficient
critical embedded software is to generate C code from a func-
tional language. This approach is pioneered by Low™ [22],
and Cogent [19]. Low™ is a DSL embedded inside F* used
to develop cryptographic libraries. Cogent is a restricted
functional language embedded inside Isabelle/HOL used to
implement file systems. Here, embedded means that the lan-
guage is defined in the proof tool, so that it becomes feasible
to reason about programs directly within the theorem prover.
The expressiveness of both languages is limited, so that their
compiler generates C code which is free of any trusted run-
time and can inter-operate with existing C code. It is worth
mentioning that Cogent has a verified compiler thus reduc-
ing the TCB to its minimum.

In this paper we develop Barocq, a middle-ground between
Low™ and Cogent. Like Low™, we strive to generate readable
C code that is directly inter-operable with existing C code.
Like Cogent, our language is purely functional'. Unlike both,
Barocq is not equipped with a sophisticated type-system.
Instead, we develop a static alias control analysis to enforce
the semantics invariants needed by the compiler to generate
idiomatic C code (i.e., close to hand-written C). Barocq is writ-
ten in Gallina and targets the source language of CompCert,
thus paving the way to a fully verified compiler.

Specifically, we claim the following novel contributions.

DSL design: We present Barocq, a novel functional DSL,
designed to write C-like code. We spell out semantic invari-
ants which characterise valid Barocq programs that can be
compiled with in-place memory updates and therefore im-
plement the Barocq semantics without memory allocation.
Trustworthy semantics: To reason about Barocq programs,
they are embedded in Rocq, where their semantics are de-
fined (shallow embedding). We prove in Rocq the equivalence
with the original semantics of Barocq (deep embedding), thus
validating our semantics.

Compiler: The Barocq compiler leverages a monadic nor-
mal form [5] to generate idiomatic and efficient C code. It
includes a static analysis to check the semantic invariants
and reject invalid Barocq programs.

Experiments with S3K: To validate that our setting is re-
alistic, we have an efficient implementation in Barocq of the
S3K microkernel [13] and compare it with the original C
code.

Our long-term objective is to develop a proof infrastruc-
ture for end-to-end verification of system code from speci-
fications written in Rocq to executable code. Though there
is work in progress, formally proving the correctness of the
compilation from Barocq to C is not a contribution of the
paper. The present paper is centered around the design of
the Barocq language and its compiler and how this allows
generating efficient and idiomatic C code.

In Low®, the memory is encoded using an explicit state monad.
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The rest of the paper is organised as follows. Section 2
gives an overview of Barocq and its compiler. Section 3 de-
tails the compiler frontend and how Bowman’s B-normal
form helps avoiding code duplication. Section 4 presents the
static analysis leveraged by the compiler to guarantee seman-
tic invariants and perform in-place updates. Section 5 shows
how to generate idiomatic C code that takes into account
the memory layout. Section 6 presents our experiments with
a Barocq port of the S3K microkernel. Section 7 discusses
related work and Section 8 concludes.

2 From Barocq to C: An Overview

This section explains the salient features of Barocq and its
compilation to idiomatic C code.

2.1 Programming in Barocq

Barocq is a minimal, first-order, simply typed, purely func-
tional language. Barocq features primitive types (boolean,
machine integers, enumeration types), arrays and records.
The comprehensive syntax is given in Appendix A. For illus-
trative purposes, we consider a register update function of
an idealised microkernel. It relies on two record types: proc
represents processes and kstate represents the kernel state.
A process is defined by its pid and its registers r0 and r1. The
kernel state is composed of the pid of the currently running
process curr_pid and the table of processes ptable. We write
[7] for an array whose elements are of type 7. The registers
are given by the enumerated type reg.

record proc { pid: u64, r0: u64, r1: u64 }
record kstate { curr_pid: u64, ptable: [proc] }
enum reg { RO, R1}

Compiling those types using the Barocq compiler, we ob-
tain the following C declarations. Barocq maps records to C
structs. By default, any non-primitive value is boxed, i.e., it
is wrapped into a pointer. Thus, field ptable is a pointer to
an array of proc pointers. For conciseness, we write uint64_t
for the C type of 64-bit unsigned integers.

struct proc { uint64_t pid; uint64_t r0; uint64_t r1 }

struct kstate { uint64_t curr_pid; struct proc = ptable };

enum reg { RO, R1 };

Next, we define the function reg_write that puts value
v in register r of the process pid. It first loads the process
table in the local variable procs. The local variable procs1 is
the updated process table. It is obtained by first getting the
process of interest p and updating its register r with v, which
gives p1, and then by replacing p by p1 in procs[pid]. Last,
the function returns a kernel state obtained by updating the
process table with procs1. To complete our Barocq program,
we finally define a global variable kern of type kstate.

The compilation of reg_write is presented in Listing 2. The
Barocq compiler strives to generate C code that is as read-
able and as idiomatic as possible. Names are normalised but
the original names can be recovered by erasing the added
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defn reg_write (ks: kstate, pid:u64, r:reg, v:u64):kstate =
let procs = ks. ptable in
let procs1 =
let p = procs[pid] in
let p1 = match r with R0 = p.r0—v |R1 = p.ri<—v end
in procs[pid]«p1
in ks. ptable «procs1

0 N U e W N =

@unique defn kern : kstate = { (+ kernel init ») }

Listing 1. Example of a Barocq function for register update.

void reg_write (uint64_t p_pid, enum reg p_r, uint64_t p_v) {
struct proc *+ul_procs; struct proc *ul_p;
ul_procs = (~kern).ptable;
ul_p = ul_procs[p_pid];

switch (p_r) { case RO: (xul_p).r0

p_v; break;
case R1: (xul_p).r1 = p_v; break;

} return; }

Listing 2. C code for reg_write.

prefix. A salient property of the generated code is that all
data-structure modifications are made in place as in efficient
C. This is the case for the register updates (xul_p).10 = p_v
and (»ul_p).r1 = p_v. Moreover, Barocq intermediate vari-
ables are not present in the generated C code. Indeed, the
optimisations performed in the backend exploit the semantic
invariants of Barocq to detect and remove code that is dead
for the imperative semantics. The @unique annotation of the
global variable kern, triggers a globalisation optimisation [23]
This optimisation allows replacing function parameters by a
global variable. In this example, kern is used in place of the
ks argument.

2.2 Control over the Memory Layout

For embedded systems, the memory layout of ptable may
be unsatisfactory because it introduces pointer indirections.
Barocq provides a fine-grained control over the memory
layout and supports selective unboxing of values using the
operator #. Unboxing values means flattening their layout
in their parent data structure. We can first unbox the pro-
cesses inside the process table by associating ptable with type
[#proc], which results in C type struct proc_t « instead of
struct proc_t =. It is possible to go further by also unboxing
the process table in the kernel state by writing #[#proc; 10ul].
To unbox an array, it is necessary to specify its length (in this
example, 10ul) so that the size of the parent C type is known.
This results in associating ptable with C type struct proc

ptable [10]. From the Barocq standpoint, boxed and unboxed
versions of ptable are accessed the same way: it does not af-
fect the source code of reg_write. This is the role of the Barocq
compiler to adjust for the memory layout (see Section 5.2).
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2.3 Enforcing Semantic Invariants by Static Analysis

Updating a record or an array in a functional style requires
allocating a new object for each update. This is infeasible
for embedded software, where both memory and execution
time are at a premium. For this reason, the Barocq compiler
generates in-place mutations for record and array updates.
However, performing in-place mutations cannot be done
naively as the correspondence between Barocq’s functional
and C’s imperative semantics may be lost. Thus, we develop a
novel static analysis that enforces semantic invariants which
ensures that the Barocq compiler only accepts programs
where in-place updates are guaranteed to preserve the func-
tional model.

Let us now explain the reasoning of the Barocq’s static
analysis, allowing the Barocq compiler to validate programs
such as reg_write. This static analysis relies on two important
properties of Barocq programs: (i) The memory is tree-shaped
(there is no sharing at all); (ii) Function arguments are not
aliased. The compiler tracks precisely the aliasing of local
variables and for which part of the data the functional copy
semantics and imperative in-place semantics coincide. To
begin with, the function accesses the ith process of the ker-
nel ptable. Therefore, we have two aliases procs = ks. ptable
and p = ks. ptable [pid]. When we update the register r0 or r1,
we modify in-place the process p. As a result, the compiler
invalidates the three paths that differ in the functional and im-
perative semantics, namely ks. ptable [pid ]. rx , procs[pid ]. rx
and p.rx where x € {0, 1}. If a variable containing what we
call invalid paths is used as the right-hand-side of an up-
date, the program is rejected. In our case, there is no such
problem, as, starting from line 8, p is dead and therefore its
invalid paths are harmless. Actually, the other assignments
overwrite invalid paths with values that are valid and there-
fore restore the functional semantics. Indeed, procs[pid]«p1
overwrites the invalid paths of the ptable and therefore the
new ptable, i.e. procl is entirely valid. Eventually, the last
assignment overwrites the invalid ptable with the valid proc1
variable. In the end, we get that the compiled reg_write func-
tion exhibits a purely functional interface (i.e., the return
value is completely valid), with the caveat that it invalidates
the path ks. ptable [pid] of the kernel argument. This is not
an issue because the previous kernel state will most likely
not be reused after a call to reg_write.

2.4 Overview of Compiler Architecture

The Barocq compiler (see Figure 1) performs successive
passes using four intermediate representations (IR). It tar-
gets Csyntax, the source language of the CompCert C com-
piler [16]. Moreover, we embed Barocq in Rocq and prove
that it corresponds to BarocgBNF, the first IR of the compiler
based on the B-normal form described by Bowman [5]. This
is essential to have a formal statement that the code that is
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Barocq in Rocq

Correspondence proof

Barocq

B-normalisation l
BarocqgBNF
Imperative form l

ImpBNF

—>

Impl

Static analysis

AB-normalisation l

@(_ e

C generation with
unboxing checks

Copy-propagation +
globalisation

Figure 1. Barocq compilation toolchain.

reasoned about in the proof assistant is exactly the code that
is compiled by the compiler.

2.4.1 From Barocq to Csyntax. Impl1 is a pivotal lan-
guage because it is both associated with a copy semantics
and an in-place semantics. The static analysis operates on
this IR and is responsible for ensuring that the compiler
only accepts programs for which both semantics exhibit the
same behavior. From Barocq to Imp1, the compiler passes
follow the approach of Bowman [5] and exploit the B-normal
form of functional programs which, using well-conceived
normalisation and IRs, turns functional code into imperative
code. Another benefit is that it avoids code duplication, thus
making the generated code more readable.

Imp?2 is an imperative language where some standard opti-
misations (e.g., copy propagation) are performed to improve
code readability. This is also where we take into account the
memory layout: memory accesses are compiled differently
depending on whether data structures are boxed or unboxed.
This is also the place where we perform globalisation and
replace unique function arguments by global variables.

2.4.2 Rocq Embedding and Correspondence Proof.
Barocq also compiles to Gallina. However, we do not sim-
ply generate Gallina programs, we also generate a proof of
correspondence between a Gallina program and its abstract
syntax tree in BarocqBNF. In technical terms, we generate a
shallow embedding of the Barocq program i.e., a genuine Gal-
lina program. Though Barocq is functional, the translation
is not direct because certain Barocq constructions, e.g., array
accesses or some arithmetic operations, are implicitly partial
and therefore require the parsimonious insertion of an error
monad. The error monad is used to propagate potential errors
raised by those operations (e.g., out-of-bound array accesses
and divisions by zero). The Rocq embedding of Listing 1 is
shown below where lets x := el in e2 is the notation for
the bind operator of the error monad and r <| fd:=v |> is
the notation for record update.

88

Clément Chavanon, Henrik Karlsson, Frédéric Besson, Sandrine Blazy, and Roberto Guanciale

Atomsa = i|Clx]|oal|ai>ay]|aila]]|a.f
| flan--- . an)
Compsc == alaila] «as|a.f < a
| oelana)
Expr>e == ¢ | matchawith C= e end

if athenejelsee; | let x = e iney

Figure 2. Syntax of BarocqgBNF.

Definition reg_write (ks:kstate) (i:int64) (r:reg) (v:int64)
: option kstate :=
let procs := ks.(ptable) in

let« procs1 :=
let+ p := procs.[pid] in
let p1 := match r with
| RO=p<|r0 :=v |>
| Ril=p< rl :=v |~ end

in  procs.[ pide—p1]
in ret (ks <| ptable := procs1 |>).
Although the Gallina shallow embedding is visually close to
the Barocq source code, we do not trust our translation. We
also generate a BarocqBNF AST i.e. a deep embedding, that is
equipped with a semantics and then prove that both coincide.
This approach allows to establish a formal correspondence
between the Gallina code and the BarocgBNF AST that is
compiled to C.

3 Barocq Frontend

The frontend takes as input the Barocq source language and
generates Imp1 code where nested let-bindings are turned
into imperative assignments but the memory model is still
functional (no in-place updates).

3.1 B-Normal Form for Barocq

Bowman [5] makes the case for a monadic B-normal form
(BNF) that allows nested let-bindings. For Barocq, a crucial
advantage of BNF is that this normalisation introduces nei-
ther code duplication nor nested anonymous functions.
Barocq BNF features atoms, computations and expressions
(see Figure 2). Atoms are built from constants, enum con-
structors, variables, unary and binary operations, record and
array accesses and side-effect free function calls. Atoms have
the property that they never modify the memory. Computa-
tions include atoms, record and array updates and effectful
function calls. Expressions are built from computations, con-
ditionals, a pattern matching construct and let-bindings.

Example 3.1. The Barocq code of Listing 1 is already in
BNF: ks. ptable and procs[pid] are atoms; p.r0«v and p.rl«v
are computations. The rest of the expression is built from
nested let-bindings which bind expressions which are either
atoms, or the pattern-matching over the register r for which
each branch returns a computation.
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Because Barocq targets readable C code, the quality of the
BNF matters. Intuitively, a BNF normalisation is better if it re-
duces the number and the nesting of introduced let-bindings.
We propose a BNF normalisation which improves the quality
of the BNF compared to the existing, direct, syntax-directed
algorithm proposed by Bowman. The main insight of our
algorithm is, unlike typical compilers, to keep untouched
expressions that are already in BNF and refrain from gener-
ating nested let-bindings. Example 3.2 illustrates the benefit
of our optimised algorithm.

Example 3.2. Consider the expression where the functions
f, g and h are effectful: f(g(h(x, y), z), w).fd « 20. The BNF
obtained by Bowman’s algorithm (Figure 3a) has 4 let-bindings
and a nesting level of 3. With our algorithm (Figure 3b), we
get a BNF with 3 let-bindings and no nesting.

let b1 =
let b2 = let b1 = h(x, y) in
let b3 = h(x, y) in g(b3, z) let b2 = g(b1, z) in
in f(b2, w) let b3 = f(b2, w)in
in let b4 = 20 in b1.fd « b4 b3.fd « 20
(a) Bowman’s BNF (b) Barocq’s BNF

Figure 3. B-normalised forms for f(g(h(x, y), z), w) « 20.

3.2 From BNF to Imp1

The next two passes from BarocqBNF to ImpBNF and Imp-
BNF to Imp1 follow directly from Bowman. The main insight
of the first pass is that lexically scoped let-bindings are com-
piled into nested, imperative, globally-scoped assignments
to local variables. Imp1 has a classic imperative syntax that
is given in Figure 4. We have a ret statement which will
always be the last executed instruction. We also have a con-
ditional and a pattern-match statement. In Imp1, there is no
nested assignment; the right-hand side ¢ of x := ¢ must be a
computation. In order to generate Imp1 code, it is necessary
to reorder the assignments so that inner assignments are
performed before outer assignments. It is also necessary to
propagate assignments within conditionals and the branches
of pattern-matchings.

Example 3.3. Translation of Listing 1 into Imp1 code

ul_procs = p_ks. ptable;
ul_p := ul_procs[iJ;
match p_r with
RO = ul_p1:=ul_p.r0<p_v
| Rl=ul_pl:=ul_p.rlep_vend;
ul_procsl := ul_procs[i]«ul_pt;
res := p_ks.ptable«ul_procs;

0 N N U R W N =

res

The inner assignment to ul_p is now syntactically performed
before the assignment of ul_procsi. The assignment to ul_p1

LCTES ’26, June 15-16, 2026, Boulder, CO, USA

reta|x:=c|s;s
if a then s else s,
match a with C = s end

Statement 5 s =

Figure 4. Syntax of Imp1.

is duplicated in both branches of the pattern-matching. Even-
tually, ul_procs1 and the result res are updated.

Imp1 has global scopes and an imperative control-flow.
Yet record and array updates are still functional. In the next
section, we present our static analysis based approach that
verifies whether in-place updates can be performed.

4 Static Analyses for In-Place Updates

In order to compile functional updates into imperative in-
place ones, we need to show that the functional values will
not be used after the update has been performed. Linear typ-
ing disciplines achieve this goal by simply forbidding a value
to be used twice. Our approach consists in enforcing strict
alias control using a static analysis of our own. Intuitively,
it tracks down which part of the functional values cannot
be used anymore because they have been updated in-place.
Therefore, we decompose a value into access paths and com-
pute an over-approximation of the paths that are invalid i.e.,
the values we obtained by following the paths that may not
coincide in the functional and imperative interpretation of
the code. To avoid an over-pessimistic approximation, the
analysis of invalid paths is a must-alias analysis, and is able
to collect all the paths that are (in-)directly impacted by a
memory update. Our static analysis is modular, i.e., it analy-
ses each function independently. In full generality, devising
modular alias analyses may be a very hard problem. How-
ever, our fairly simple analysis is powerful enough to enforce
the strict Barocq programming discipline.

Moreover, the analysis exploits the three key invariants of
Barocq programs, namely the memory is tree-shaped, only
primitive values can be mutated, and function arguments are
not aliased. These invariants are enforced by the must-alias
analysis. It maintains a must-points-to graph where nodes
represent memory locations and edges are labelled by access

fields.

4.1 Must-Alias Analysis

A pair of access paths (x.fi- - fo,y.fi- -+ fin) is in a must-
alias relation if, in the must-points-to graph, there are paths

E>n,,andyi—>mo£>---f—m>nmsuchthat

n, = n,,, namely the paths lead to the exact same node.

At function entry, each non-primitive argument is mapped
to a distinct node. Providing y is not a primitive value, an
assignment y := x.f; - f;, augments the graph with a path

fi
X ny— ---

X B ny £> ﬂ n, and binds the variable y to n,. In
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general, dealing with memory updates is more challenging
because there are must-alias paths (those in may-alias with
the update) that need to be invalidated. Here, we exploit
the fact that only primitive values may be mutated. In other
words, throughout the program, aliases are invariant. The
consequence is that for any side-effect either the must-alias
graph is unchanged or the program is rejected.

Example 4.1. Consider the assignment x; := (x.f « y)
and the must-alias graphs G; and G,.

X = o X B> o i) o
G]Z lf GZ:
y = © y — o

In Gy, x.f and y are already in must-alias. As a result, the
side-effect has no effect, this is a no-op and the graph G; is
still a correct approximation of alias information after the
assignment. We only need to add an edge from x; to the
destination node of x. The situation of G, differs. As x.f
points-to a memory address distinct from y, the side-effect
would mutate the memory. This violates our invariant and
therefore the program is rejected.

4.2 Invalid Path Analysis

The invalid path analysis is using the alias analysis to invali-
date paths in memory where the functional semantics and
the imperative semantics differ. In theory, when an update
is performed, all the paths that are in a may alias relation
need to be invalidated. However, our alias analysis is only
performing a must alias analysis. Actually, because we rule
out any side-effects that modify the memory layout, the may-
alias information can be entirely rebuilt from the must-alias
graph. We are in a sweet spot where either we have exact
must-alias information or no alias information at all.

Example 4.2. Consider the graph G; and again an assign-
ment to field f (x; == (x.f <« y)).

t — o u
lg l

h
X —> o — o

Suppose that y holds a primitive value. Then, the assignment
does not create must alias information. However, the memory
is updated and therefore paths need to be invalidated. The
value of field x.f is updated. So, its functional value cannot
be used anymore and we invalidate the path x.f. The update
has no impact on parts of the memory that are accessible
from other un-aliased fields. For instance, the invalid paths
of u (if any) are unchanged. However, any path p that is in
may alias relation with x, i.e, t.g, has its field f invalidated.

The invalid path analysis processes one function at a time,
starting from the leaves of the call graph, and computes an
invalid path summary for each function. We mandate the
return value to be free of invalid paths. However, for the
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arguments, we record their invalid paths that are used when
we model the effect of function calls.

4.3 Extension to Arrays

The presentation given above works for records. To accom-
modate arrays, adjustments need to be made. Conceptually,
arrays are records with dynamic field names. For the must-
alias graph, edges may be either record fields or array access
expressions. A difference is that, contrary to record fields,
array access expressions are mutable. As a result, as soon as
a variable is modified, all the array expressions mentioning
it are invalidated i.e., in the graph, they are replaced by a T
value. The other difference is that record fields that are syn-
tactically distinct are never aliased. For array accesses, this is
not the case. Therefore, we make the worst-case assumption
and assume that they may alias.

Example 4.3. Consider G, where an array x has must-
aliases to i and j; and the record update x; := (x.f < y).

[j]
zZ — O — o « t
L L]
X — o

Similarly to the record case, z.[i].f needs to be invalidated.
Moreover, because i and j may have the same value, the
path z.[j].f also needs to be invalidated. Another indirect
consequence is that ¢.f is also invalidated. In conclusion,
assuming that array access may alias, we give a may-alias
interpretation to the point-to graph obtained by recursively
merging nodes that are reached from an array expression
that could have the same value at runtime.

5 Barocq Backend and Generation of C

The first pass of the backend runs the must-alias and invalid
path analyses presented above to check that updates can be
performed in-place. To comply with the constraints of the
Imp2 language, it also splits a side-effect assignment into a
side-effect instruction and a pure assignment, namely

X = r.fdev~ r.fdev;x = r

For the class of programs that are successfully analysed, all
updates to non-primitive values are no-op because the rhs
and lhs are necessary in must-alias. Therefore, the translation
to Imp2 optimises them away. To propagate the introduced
copies but also eliminate copies which are actually dead code,
we perform a standard copy propagation pass.

Example 5.1. For our running example, the Imp1 code (see
Figure 3.3), we get the following Imp2 code.

1 ul_procs = p_ks.ptable; ul_p := ul_procs[i];

2 (match p_r with RO = ul_p.r0«p_v|R1 = ul_p.rl<p_v end);
3 ret p_ks

Within the pattern-matching, the assignments are first split
into a side-effect followed by an assignment ul_p1l:=ul_p.
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if ay[az] is boxed

if ai[az] is unboxed

Glai ] [Glla]]
G =
laila]] {Gﬂal]] +Glaz]
Gllai[az] < as]
=G[a1][Gaz]]] = Gllas]] if as is primitive
Figure 5. Imp2-to-Csyntax translation function.

Using copy propagation, the rest of the program is renamed
using the mapping ul_p1 +— ul_p. However, because the
assignment ul_procs[i]«ul_pl is a no-op, it is optimised
away. Hence, the variable ul_p1 is dead and the assignment
is simply eliminated.

5.1 Globalisation

Globalisation [23] is a compiler optimisation which consists
in replacing function arguments by global variables. In gen-
eral, the advantage is that this reduces the cost of function
calls. For embedded systems, a common pattern consists in
statically allocating global variables that are manipulated
by the program. Instead of passing global variables as argu-
ments of most functions, it is quite natural to directly access
and update variables within the function body. In Barocq,
we generate this typical C idiom guided by the @unique an-
notation which triggers globalisation of the following vari-
able declaration. More precisely, a declaration of the form
@unique defn var: T = e means that var is the only instance
of type 7. Based on this information, the Barocq compiler
checks that any argument of type 7 can be globalised by the
variable var. This includes checking that there is a single
argument of type 7 but also that 7 is a top-level type that is
not used as a field record or an array element.

Example 5.2. For our running example, variable kern: kstate
is declared @unique. So, after globalisation, we get the sig-
nature reg_write (pid:u64, r:reg, v:u64): void. As expected,
the globalisation of the variable has the effect of erasing the
first argument. Also, instead of returning an updated kernel,
after globalisation, the function has the return type void.

5.2 Layout-Aware Generation of C

The last pass generates genuine C code. There is almost a
one-to-one mapping between Imp2 and C instructions with
the caveat that the data layout needs to be taken into account.
As explained in Section 2.1, Barocq type declarations are an-
notated with unboxing directives. The translation function
for array access and update is given in Figure 5 (the treat-
ment of records is similar). The translation is type-directed.
Given an array access of the form a; [a;], the atom a; and the
index a, are recursively translated. If the array element has
a boxed type, the access is compiled into a standard C array
access. Otherwise, the array element has a # annotation and
is unboxed. In that case, the translation gets a pointer to
the atzh element of the array a;. This is done by performing
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the address computation G[[a;] + G[[a;] used to compile
the array access. For side-effects, the translation requires
the type of the elements to be primitive types. For Barocgq,
this is not a restriction because we have the guarantee that
side-effects with non-primitive values have been ruled out.
This condition could be relaxed to include boxed types but
unboxed types need to be excluded as C rejects such assign-
ments: updating an array element with e.g., a record, is not
permitted. A workaround could be to perform an explicit
copy. However, this would incur a (hidden) runtime cost
which goes against the design principle of Barocq.

Eventually, we get a C code specialised for the memory
layout. Thanks to Barocq, a single annotation in the type
declaration allows to change the memory layout of the whole
program. Moreover, the semantic invariants ensure that this
can always be done without any hidden runtime cost.

6 S3K Case Study

We evaluate the expressiveness and performance of Barocq
using as a case study the S3K partitioning kernel [13]. S3K
is a capability-based microkernel designed for safety- and
security-critical RISC-V embedded systems (see Section 6.1).
The original S3K implementation? is reasonably small (2,000
lines of C/Assembly) yet representative. It exercises core
language features, including arrays, records, and foreign
function calls, while requiring efficient code generation to
satisfy real-time constraints. Section 6.2 explains how we
implemented the vast majority of the kernel’s core logic in
Barocq. A small amount of easily inspectable C/Assembly
glue code remains to handle loops and hardware interactions
(see Section 6.2.3). Section 6.4 presents the evaluation results.

6.1 A Primer on S3K

S3K supports a fixed set of processes that own and man-
age resources using capabilities. All kernel data-structures
are statically allocated during kernel startup. The kernel
therefore operates with fixed upper bounds on the number
of processes and capabilities. This design avoids dynamic
memory allocation and allows most kernel structures to be
implemented as static arrays, which aligns well with the
programming model of Barocq.

There are seven types of capabilities in S3K: Time slice
for managing intervals of execution time; Memory slice
for managing physical memory; PMP frame for managing
the RISC-V’s PMP memory protection; Monitor slice for
managing other processes; Channel slice for managing IPC
channels; Server and Client sockets for communicating.

Each capability is encoded using a 64-bit tagged union
(see Figure 6a). Field type gives the capability type. Slice

2The RTSS’25 paper showcases S3Kv2, a new version of the kernel that
was not yet complete when the port of S3K to Barocq started. The choice
of implementing S3Kv1 was also motivated by the fact that it is a more
demanding case study for Barocq, as it contains complex data structures
such as linked lists that S3Kv2 got rid of.
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type (4 b) data (60 b)
time 1 low mark upp
mem 2 rwx low mark upp
pmp 3 rwx slot addr. enc.
(a) Capability data.
Capability Derivation Tree CTables
0oms 10ms low mark upp
[Fo:a ], PO
H a 0 10 TQ freeeeeeees,
alloc. free H
| / :
[P1:b 1 T Jra:e & P
N : blo _ 4:6
P2
n ; c[0 o012
Major Frame P3
[P2 |p3 |P3 |P4 d[2: 2 ¢4
0ms 10ms
P4
——— P Parent-child relations e[ 616 10
..................... > Next pointer

(b) Capability derivation tree (upper-left) for time capabilities, its
ctable representation (right), and corresponding minor-frames

(below).

Figure 6. S3K capabilities.

capabilities control a range of resources, identified by low and
upp fields. The interval from low to mark represents resources
that have already been delegated to children, while interval
from mark to upp represents resources free to use. Some
capabilities contain an additional field, for instance the field
rwx of memory slice capability describes the associated read,
write and execute permissions.

Following seL4 [14] and Barrelfish [3], S3K implements
a capability derivation tree (CDT): a tree structure where
a capability is an ancestor of another if its range includes
the range of the other capability. The CDT is implemented
as a doubly linked list where children directly follow their
parents, as illustrated in the upper left-hand side of Figure 6b.
This structure is distributed among fixed-size per-process
capability tables (ctable ). Each element of this table consists
of an 8-byte capability and two 8-byte indices, next and prev,
for the doubly-linked list.

Processes use and manage the capabilities using system
calls, referencing the corresponding capability by its ctable
index. There are three groups of such system calls: read,
move and delete allow a process to manage its capabilities ta-
ble. Derivation enables the creation of new capabilities from
existing ones. To prevent privilege escalation, the newly de-
rived capabilities grant access to a subset of the resources
provided by the original. Newly derived slice capabilities take
their resources from the free segment of the parent capability.
Once derived, the revocation allows for the reclamation of
resources by deleting derived capabilities. Capability revoca-
tion recursively deletes children in a right-to-left, top-down
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order, increasing the free segment whenever possible. To
bound WCET of system calls, capability revocation can be
interrupted, potentially freeing only a subset of children and
their associated resources. A successful revocation frees the
entire span of the slice.

6.1.1 Memory Management. S3K leverages RISC-V Phys-
ical Memory Protection (PMP) to isolate processes using two
capability types: memory slices and PMP frames. While a
memory slice grants ownership and management of a con-
tiguous physical memory region, a derived PMP frame serves
as the mechanism to configure the hardware and enable ac-
tual memory access.

6.1.2 Inter-Process Communication and Monitoring.
S3K provides two main inter-process interaction mecha-
nisms. The channel capabilities allows establishing but also
transferring client/server socket capabilities among processes.
These sockets can be used to send/receive messages, pro-
viding a mechanism to grant access permissions to other
processes. The monitoring capability allows a process to
manage other processes. A process with a monitor capability
exercises complete control over the state of the monitored
processes. This control extends to actions such as suspending,
resuming, transferring capabilities, and modifying registers.

6.1.3 Time Management. S3K introduces a novel time-
driven scheduler that combines traditional static scheduling
with dynamic capability-based time allocation. Execution
across hardware threads is partitioned into fixed, repeating
major frames, which are further divided into minor frames.
These minor frames are managed via time slice capabilities
represented by the free segments in Figure 6b. By manipulat-
ing these capabilities, a process can dynamically allocate or
reclaim minor frames for its sub-processes. Crucially, S3K’s
design ensures that these reconfigurations never affect the
minor frames of unrelated processes.

6.2 Barocq Port of the S3K Kernel

Porting S3K to Barocq was a step-by-step process. The newly
Barocq-implemented parts were incrementally included in
the existing C code base. Re-writing S3K also helped im-
proving Barocq by adding more features to the language, in
particular a file-based module system, abstract type, constant
and function declarations, as well as unboxed values. Those
features are essential to make Barocq a practical and suitable
language for microkernel development. The two S3K imple-
mentations are comparable in terms of lines of code. S3K-C
is about 2000 lines of C (.c only) and 200 lines of Assembly,
whereas S3K-Barocq is about 2000 lines of Barocq, about 350
lines of C (.c only) and 200 lines of Assembly.

6.2.1 Data Representation. We encode capabilities using
plain unsigned 64-bit integers and implement the correspond-
ing getters and setters. For example, the getter and setter of
field low of memory capabilities are given below.
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defn memory_get_low(cap: u64) : u64 = (cap >> 16ul) & OxFFFFul
defn memory_set_low(cap: u64, v: u64) : u64 =

(cap & ~0xFFFF0000ul) | (v << 16ul)

The kernel state is defined as follows. The first four fields
are the same main tables as in S3K-C. Field mc explicitly
exhibits the hardware state and is discussed in more detail in
Section 6.2.2. Field message is used to store the IPC messages
sent from the user space. The last three fields are used when
a Barocq function needs to return several results, e.g. a kernel
state plus an error code or the pid of the next process to run.

record kstate {
ctable : #[#cte; s3k_proc_cnt « s3k_cap_cnt],
tslots : #[u64; s3k_slot_cnt ],
ptable: #[#proc_t; s3k_slot_cnt ],
channels: #[#channel; s3k_chan_cnt],
mc: machine, msg: #message, vregs: #[u64; 8UL],
errcode: err_t, next_pid: pid_t }

6.2.2 Hardware Interactions. S3K-Barocq relies on a For-
eign Function Interface (FFI) to interact with the hardware.
The FFI operates on the abstract type machine and several
abstract functions that read hardware registers. By abstract
we mean definitions that do not have an implementation in
Barocq, but do have one in C or Assembly. Here is an excerpt
of the hardware FFI defined in S3K-Barocq.

type machine of "struct”
decl timeout_read : (@read machine, u64) -> u64

We tell the compiler that machine is implemented as a C
struct. Then, we declare the function timeout_read that reads
the time compare register of a given hardware thread. The
@read annotation informs the static analysis that the first ar-
gument remains completely valid after a call to timeout_read
as this function does not mutate the machine state. The op-
posite annotation @write (not shown here) tells the static
analysis that an abstract function modifies the corresponding
argument and returns its updated version. This annotation
prevents post-call use of this argument by invalidating it.

6.2.3 C Parts of S3K-Barocq. S3K-Barocq is a mixed im-
plementation between Barocq, C and Assembly. The remain-
ing C code can be divided in 3 categories. (i) C code that
interacts with the hardware contains inline Assembly to
read and write hardware registers. (ii) C code that contains
bounded loops. This concerns the kernel initialisation, two
scheduling functions and the outer loop of the capability
revocation function. (iii) C code that contains unbounded
loops. This is the case for only one S3K function which is
the trap handler. Indeed, as the kernel may not find a pro-
cess to schedule next, the trap handler may loop forever. For
instance, this could happen if the capabilities are miscon-
figured at kernel initialisation. The original C code actually
had this possibly non-terminating loop in the main sched-
uler function. As we wanted to express as much as possible
in Barocq, we re-structured the code by moving this loop
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waiting for a next process to be chosen in the trap handler
instead, and implemented the main scheduling function in
Barocq.

6.2.4 Accessing Barocq Definitions in C. To avoid rely-
ing on custom annotations for C programs to access Barocq
definitions, we made the interface of the Barocq-generated C
code predictable and very close to the Barocq source program.
First, all global identifiers (types, constants, functions and
enum constructors) are preserved and just prefixed with the
name of the Barocq module in which they are defined. Sec-
ondly, every Barocq function typed (zy, - - - , 7,) — 7 is sim-
ply compiled to a C function with signature (77)(r{, - - - , 75),
where 7{ is the C type corresponding to 7;. An exception for
that is when the annotation @unique is used (cf. Section 5.1).

6.2.5 Towards More C-Style Barocq Code. To get closer
to the existing C version, Barocq needs support for tagged
unions, bitfields and tuples. Concerning unions and bitfields,
we believe this can be done without overhead for types that
fit an integer, like capabilities do. To improve further the
prototypes of the generated S3K functions, a solution would
be to support returning a tuple of results and use a more
aggressive version of globalisation to only generate C code
returning a single result. For instance, a Barocq function
returning both a kernel state and an error code would be
compiled into a C function returning an error code and up-
dating a global kstate variable. Future support of bounded
loops will also help reducing the proportion of remaining C
in S3K-Barocq.

6.3 Correspondence of the S3K Rocq Embeddings

To check that the translation from S3K-Barocq to S3K-Rocq is
correct, we automatically generate the shallow and deep em-
beddings and the correspondence proof between them. Using
a laptop equipped with an Intel Core Ultra 7 processors run-
ning Linux with 16 GB of RAM, the compilation of all of S3K
Rocq files involved in the correspondence proofs take about
15 minutes. Note that this duration is completely unrelated
from the compilation time of S3K-Barocq to C. Correspon-
dence proofs are generated to ensure that the translation
from Barocq to Rocq is correct. Thus, they will most likely be
checked only infrequently, specifically when a stable version
of the kernel on which verification efforts are required is
released.

6.4 Evaluation of the Generated Code

We evaluate S3K-Barocq by comparing it to S3K-C. Given
the importance of the IPC in microkernels, the evaluation
focuses on measuring its performance.

6.4.1 Benchmark Setup. The benchmark scenario is pre-
sented in Figure 7. It involves two processes, a server and a
client, that communicate with each other. The client sends
a message to the server by invoking the Call system call
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Table 1. Cost of Call, ReplyRecv and their sum RTT.

(a) Hot-cache, compiled with gcc -O2 -flto -falign-functions=16.

Time (cycles) C Barocq Overhead
Call 657 690 5.0%
ReplyRecv 635 639 0.6%
RTT 1292 1329 2.9%
A . A
E tean tReplyRecy | 5
| < > < N 4 \
1 1 1 1 i
\_CIIiint | Kernel | Server | Kernel ‘ Client
I1 D_ _______ )
T temporal fence temporal fence T time

Figure 7. Benchmark scenario and measured data.

and waits for a reply. When sending the message, the client
also transfers its minor frames so that the server can directly
execute. When the server receives the message, it invokes
ReplyRecv to send its reply and accepts the next client’s mes-
sage. We compute the Round-Time Trip (RTT) of the client
message by summing the measured times tcqy and trepryreco-
Those measurements are repeated 3 % 50 times (3 separated
runs, each run taking 50 measures) and we compute the
mean of those measurements. We conduct the evaluation in
hot cache and cold cache settings. For the hot-cache scenario,
the client and the server prefill the cache by repeating the
message exchange. In the cold-cache scenario, those two
processes use the temporal fence to flush the cache before
executing the system calls Call and ReplyRecv (cf. Figure 7).

The benchmarks are run using a dual-core Cheshire SoC
running on the Genesys 2 FPGA. The SoC features two
50 MHz CVAG6 cores with 16 kB data and 16 kB instruction L1
caches. Moreover, the SoC has a shared 128 kB LLC/SRAM,
and 8 GB of DRAM from the Genesys 2 FPGA.

6.4.2 Experimental Results. The kernel efl sizes are sim-
ilar when compiling with gcc -02 -flto: 17.3 kB for S3K-C
and 16 kB for S3K-Barocq. The elf size produced from S3K-
Barocq is lower because the Barocq compiler generates a
unique C file, which is more conducive to optimising the
binary size, whereas S3K-C is split into multiple source files.

The cost of Call and ReplyRecv is given for the hot-cache
setting in Figure 1a and for the cold-cache setting in Figure 1b.
In the former case, we use the flag - falign - functions=16 be-
cause it both increases S3K-C and S3K-Barocq IPC perfor-
mances, the increase being more important for S3K-Barocq.
In the hot-cache scenario, the code generated from S3K-
Barocq introduces an overhead of 5% for Call, 0.6% for Re-
plyRecv and 2.9% for the total Round-Time Trip. In the cold-
cache scenario, function alignment does not have a huge
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(b) Cold-cache, compiled with gcc -0O2 -flto.

Time (cycles) C Barocq Overhead
Call 2337 2608 11.6%
ReplyRecv 2410 2540 5.4%

RTT 4747 5148 7.8%

impact on the RTT cost for Barocq, and decreases the perfor-
mance of S3K-C, so we do not use the alignment flag. The
overhead introduced by S3K-Barocq is 11.6% for Call, 5.4%
for ReplyRecv and 7.8% for RTT. We believe that this over-
head is partly induced by the difference in memory accesses.
We indeed also measure the number of memory accesses
during the whole communication for both of the implemen-
tations. We obtain that S3K-Barocq loads 2.2% fewer values
from memory, but executes 8.3% more memory writes than
S3K-C. This overhead in memory writes is due to how S3K-
Barocq is written compared to S3K-C. Indeed, in S3K-Barocgq,
most of the functions that need to update a process or a
capability access it from the global kernel state, by taking
as input its identifier in the process/capability table. On the
contrary, in S3K-C, the behavior of the code is more local in
the sense that it passes the corresponding pointer to those
functions, without having to re-access the value from the
global variables.

7 Related Work

To bridge the gap between what is proved and what is run,
many proof assistants feature program extraction mecha-
nisms to general purpose functional languages [12, 18]. To
reduce further the TCB, the extraction of Rocq is verified [10]
and generates OCaml code. For HOL4, Myreen and Owen [1]
propose an automatic translation validation approach be-
tween functional HOL4 programs and a fragment of SML.
The CakeML verified compiler [15] also features a proof-
producing HOL frontend. For a general purpose functional
language, the runtime features a garbage collector, either
trusted or verified [8]. In either case, this is not acceptable for
embedded systems for which memory is a scarce resource
and data-structures are often statically allocated.

To cover specific application domains, various DSLs have
been proposed. Rupicola [20] compiles Rocq to efficient im-
perative code using a relational compilation approach which
reduces code generation to proof-search. Because the proof-
search is extensible, it can be fine-tuned on a program basis
to perform aggressive optimisations that are out-of-reach of
traditional compilers. Barocq follows a more traditional ap-
proach where the compiler is fixed with the advantage that
the result is more predictable. Vale [11] targets cryptographic
libraries and embeds in F* a subset of x64 assembly. Closer
to our work is KaRaMeL [22] which compiles Low™, another
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DSL embedded in F*, into C. They also share the goal of gen-
erating readable C code. The main difference with Barocq is
that Low™ code runs inside a state monad with an explicit
C-like memory model. So, the updates of the monadic state
directly compile into side-effects in C. In our design, there is
no explicit state (or state monad), it is the role of the Barocq
compiler and its static analysis to reject programs for which
array and record updates cannot be performed in-place.

Cogent [19] is a DSL embedded in Isabelle to ease writing
and proving operating system components. Its compiler is
verified while the Barocq compiler is trusted. Yet we ensure
a formal correspondence between the shallow and deep em-
beddings of Barocq. The Cogent and Barocq languages differ.
Whereas Cogent is a richer functional language with higher-
order functions and variant types, Barocq supports arrays
that are of the utmost importance for our application domain.
On the compiler side, Cogent leverages uniqueness types to
perform in-place updates. Barocq is using an alias analysis
which does not require user annotations and can sometimes
be more flexible but less predictable. Cogent and Barocq are
also using different IR. While Cogent is using a standard
ANF [9], Barocq is based on the richer monadic form [5].
This avoids code duplication and reduces the amount of spu-
rious intermediate variables, thus improving the readability
of the generated C code.

8 Conclusion and Future Work

We present Barocq, a first-order and miminal functional lan-
guage embedded in Rocq. By a formal correspondence be-
tween the Rocq code and the Barocq AST, we ensure the
absence of representation mismatch. Our successful port of
a substantial part of S3K is a positive insight that Barocq
offers features tailored to the development of microkernels
for embedded systems. In addition, the Barocq compiler gen-
erates readable and reasonnably efficient C code that can
interoperate with the existing code base. As future work, we
intend to extend Barocq with bounded loops and investigate
the formal verification of the key passes of the compiler.

Data-Availability Statement

An artifact for this paper is available on Zenodo [7]. The
latest version of Barocq is available on Software Heritage
and the S3K-Barocq development can be found on GitHub.
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A Core Syntax of Barocq

The core syntax of Barocq is given below. A Barocq program
is a sequence of constant and function definitions and dec-
larations. Declarations (also called abstract definitions) are
constants and functions whose implementation is provided
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in C or Assembly, not in Barocq. Global constants are defined
by constant expressions Cexpr. Function bodies are expres-
sions Expr, typical of functional programming languages.
The built-in operator « is used to update record fields and
array elements. Barocq functions are uncurried, thus func-
tion arguments are grouped into tuples. Barocq supports the
usual primitive types (booleans, integers, enums), as well as

records, arrays and user-declared abstract types.

if e; then e, else e3

match e, withC = e end

Conditional
Pattern matching

Type > 7 u=
| bool Booleans
| 32| u32]|i64 | u64 Integers
| {Cr,---,Cn} Enumerations
| [7] Arrays
| {firz, s fur Ta} Records
| (t1,0+ ) = 7 Functions
| o € ldent Asbtract types
Expr s e =
| 1 € BoolU Int Bool or Int literal
| C Enum constructor
| x Variable
| east Cast
| oe Unary operation
| e1><e Binary operation
| erlez] Array get
| erlea] — es Array set
| ef Record projection
| e1.f «— e Record update
| glen, -+ ,en) Function call
|
|
|

let x = e; in ey Let binding

Cexpr > ce ==

| I € BoolU Int Bool or Int literal

| x Constant variable

| [ceq,---,cen] Array literal

| {fi=cep, -, fn=cen} Record literal

| ceast Cast

| oe Unary operation

| e; e Binary operation
Program > p ::=

| defnc:t=ce

Constant definition

| defn g(xy: 7y, ,Xp: Ty): T =€  Function definition
| decla:t Abstract definition
| p1;p2 Program sequence


https://archive.softwareheritage.org/swh:1:dir:976f0ef3b6fd3e813dcb2ab0f638e0589162f85f
https://github.com/cchavano/s3k-barocq
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